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I – Introduction 

Cell screening is a commonly used technique in the development of new drugs. Drug screenings 

consider a target cell, in our case a cancer cell, and subject it to different compounds and observe 

the effectiveness of each compound. This process can be slow and resource expensive. Recently, 

high content screening allowed for more information to be obtained from each test by using 

fluorescence labelling and imaging. However, such labelling compounds can affect the cells, even 

killing them, and can also be expensive. To resolve this issue, we propose a label-free imaging 

setup which separates cancer cells from drug-treated cancer cells. Treated cells present sufficient 

morphological changes that distinguishes them from the untreated cancer cells. The label-free 

imaging is done with the help of an optofluidic time stretch microscope, which achieves both high 

throughput and high image resolution. The images are then digitally process and classified using 

machine learning.  

 

II – Machine Learning Background  

 A – Convolutional Neural Networks 

Neural networks are a type of graph that takes an input, applies a function at each node (also called 

neuron) and outputs a classification score. Each neuron is connected to every neuron from the 

previous layer and, but neurons from the same layer operate independently. Each connection has 

a weight associated with it. Training a neural network is finding the optimal weights resulting in 

the best classification. These types of networks work well for small inputs but do not scale well 

for large images, as the number of neurons and weights to be found scales linearly with the total 

number of pixels of the input. 

 

Convolutional neural networks (CNN) are neural networks that have neurons organized in 3 

dimensions. They transform a 3-dimensional input into 3-dimensional volumes, as it passes 

through the layers.   

Figure 1 - Neural Network Schematic. 
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CNNs are comprised of convolutional layers, pooling layers and fully connected layers. In a 

convolutional layer, the input is convolved with one or multiple filters. The output of such a layer 

is called an activation map. This map can also be considered a set of features. Following a 

convolutional layer can be a pooling layer, or a downsampling. The input is divided into small 

subsections, usually of size 2 × 2, and only the maximum value of that section is kept in the output, 

effectively reducing the input width and height by a factor of 2. The final layers are fully connected 

layers. The entirety of the input is fed to all the neurons in these layers. The last fully connected 

layer is the classifier which has for output the classification scores.  

Convolutional and pooling layers only consider a smaller region of the input volume at a given 

time, so the neurons in those layers are fully connected only to that small portion. Even if the layers 

will be applied to the entirety of the input, since each filter only operates on a smaller section at a 

time, the number of weights considered is considerably lower than in fully connected layers. In 

the latter, the entirety of the input is connected to every node.  

 

 B – Transfer Learning 

CNNs extract features and uses those features to classify the input images. Multiple pre-trained 

CNNs are available online, such as AlexNet, Imagenet, and VGG16. These have been trained on 

millions of images and have classifiers specific to the training set, labelling new images as 

belonging to one of 1000 categories, such as car, dog, house, flower, etc. Even though the training 

set is very large, the images do not represent all possible images; for example, they do not contain 

any images of cells. However, CNNs can still be used as feature extractors. Transfer learning is a 

process in which the output of a layer of a CNN is used as features and becomes the input of a 

separate classifier. This process allows us to take advantage of the very well trained and complex 

CNNs that are available and prevents us from training our own CNN, as training a CNN requires 

a lot of time, data and memory. The CNNs available online have been trained on a very large 

dataset, so the features it selects are the most optimal and distinctive ones. Even though the training 

dataset is very different from the test data, the features extracted from a pre-trained CNN are still 

very effective image descriptors. With these features, we must only train a linear support vector 

machine on our data, which is a very fast operation. 

  

Figure 2 - Convolutional Neural Network Schematic. 
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 C – Support Vector Machines 

Support vector machines (SVM) is a supervised learning model. Given a dataset where each point 

is labeled as belonging to one of two categories, a SVM finds the best separation between the two 

categories. A linear SVM does so by finding the hyperplane that maximizes the distances between 

the points of the training dataset and the hyperplane. This is a binary classifier, as points are 

classified into category A or category B. Once the model is trained, the linear SVM will assign a 

label to a new point. 

 

 

III – Binary Classification 

 A – Experimental Procedure 

The cells considered are MCF-7, breast cancer cells. They are treated with an anticancer drug at 

different concentration: 1 𝑛𝑀, 10 𝑛𝑀, 100 𝑛𝑀, 1 𝜇𝑀, 10 𝜇𝑀 and 0 𝑛𝑀 (control). Each group of 

cells is imaged through the time-stretch microscope. This process is repeated, giving us two sets 

of data: trial 3 and trial 4. In each trial, a dataset is the images of one drug concentration (1 𝑛𝑚 −

10 𝑛𝑀) mixed with the images from the control (0 𝑛𝑀). A dataset passes through the VGG16 

neural net for feature extraction. The features are then used to train a linear SVM model. This 

model can be used to predict labels for other input data. 

 

 B – Features from Fully Connected Layer 

The first set of tests involved seeing how robust our model is by testing it on input data with 

different drug concentrations and from different collection trials. The model was trained using the 

1𝜇𝑀   concentration images and tested on all 5 concentrations from trials 3 and 4 

(1 𝑛𝑀, 10 𝑛𝑀, 100 𝑛𝑀, 1 𝜇𝑀, 10 𝜇𝑀 ). The features are extracted from the fc7 layer of VGG16, 

one of the last fully connected layers of the CNN. We compare these results to the ones obtained 

by using CellProfiler, an opensource software, for feature extraction.  
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As expected, the predictions are very accurate (over 95%) when the testing and training data are 

the same. Even when using test data from a different trial than the training data (e.g. using trial 3 

model to predict trial 4 model), we obtained high accuracies (above 90%) for 100 𝑛𝑀 and 1 𝜇𝑀 

concentrations. The 1 𝜇𝑀 model classifies with difficulty cells with very different concentrations 

(1 𝑛𝑀, 10 𝑛𝑀, 10 𝜇𝑀). Overall, using a CNN to extract features instead of CellProfiler results in 

higher accuracies.  

 

C – Dimension Reduction using LASSO 

The fc7 layer gives 4096 features, but many of them are redundant and irrelevant. Keeping these 

bad features can negatively affect the training, as it may lead to overfitting and decrease the 

accuracy of the model. Reducing the number of features we consider not only helps against these 

issues, it also reduces computation time.  One way to reduce feature dimension is LASSO, a 

shrinkage method which pushes the fitted least squares regression coefficients to 0. The features 

selected for training are the same as those selected for classifying new data. We then investigated 

how the number of features affects the accuracy. The optimal number of features is between 300-

500 features.  

Figure 3 – Testing accuracies of classification vs. concentration i) using the trial 3, 1 𝜇𝑀 model on trial 3 data, ii) using the trial 3, 1 𝜇𝑀 model on trial 
4 data, iii) using the trial 4, 1 𝜇𝑀 model on trial 3 data, iv) using the trial 4, 1 𝜇𝑀 model on trial 4 data. Results from using CellProfiler features and fc7 
features. 
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D – Features from Convolutional Layer 

From the fc7 layer, we extract 4096 features and use LASSO to further reduce the number of 

features to 500. Features taken from a fully connected layer (one of the last layers in the CNN) are 

very high level and more complex, as they combine previous low level features to form high-level 

abstract features. They are also more specific to the input training set; in our case, they will be able 

to detect faces, doors, boats, and other natural image components. The fully connected layer also 

takes into account the spatial layout and location of the features. This may be desirable for 

detecting and classifying objects, like houses and cars. However, for cells, we prefer lower level 

features and allow more spatial and rotational variance. To obtain such features, we need to extract 

them from a convolutional layer, such as layer conv4_3 of the VGG16 neural net. These features 

will be less specific to the training set, and thus might be able to better represent this new dataset, 

which is completely unrelated to the training data. This results in a feature map with 401408 

elements. We then apply VLAD (vector of locally aggregated descriptors) to reduce the dimension 

of the feature representation. VLAD encoding on convolutional features also allows for deep 

representation of the image structure with no explicit high-level spatial dependence.  

 

VLAD is similar to the Bag of Words (BoW) method. In BoW, we have a set of visual words or 

cluster centroids, i.e. features and small image patches, which we consider as important and 

representative of an image. When looking at a new image, we detect the features of interest, find 

the closest visual word they are associated to, and then count the number of occurrences of each 

descriptor in each cluster. The image can thus be represented as a vector, containing this histogram 

of visual words. VLAD extends on this model. For each cluster, we sum the residual of every 

descriptor and the centroid of the cluster. The encoded vector corresponds to all of these residual 

Figure 4 - Testing accuracies vs. concentration while varying number of features used for classification  i) using the trial 4, 1 𝜇𝑀 model on trial 4 data and  ii) 
using the trial 4, 1 𝜇𝑀 model on trial 3 data.  
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sums, normalized with its 𝐿2  norm. Each VLAD vector has length 32 × 512 = 16384 . We 

further reduce the dimensionality of the vector using LASSO. When testing the model with a new 

image, we must again find its VLAD representation using the same cluster centers as determined 

during the training of the model. 

 

VLAD features achieve higher accuracies overall. The improvement is especially visible when 

considering concentrations outside the 100 𝑛𝑀 − 1 𝜇𝑀 range. When using a cross model (trial 4 

model on trial 3 data), the accuracy is comparable to using fc7 features. Changing the number of 

clusters did not dramatically change the accuracy, so we kept it at 32. 

 

 

  

E – Reducing Input Image Size 

We then wanted to investigate the effect of the image input size on accuracy. Images were resized 

to 20, 25, 30, 35, 40, 60, 80, 100, 120, 140, 160 pixels before being resized back to 224 pixels to 

be fed into the neural net. This was done with features from the fc7 layer as well as the conv4_3 

layer. With fc7 features, accuracy drops when the image size was below ~40 pixels. Using VLAD, 

the accuracy remains approximately constant as we decreased the image size. Hence, the input 

image size does not greatly affect the accuracy of the predictions. The first figure is using fc7 

features, the second figure is using conv4_3 features and VLAD enconding. In both cases, the 

number of features was reduced to 500 using LASSO.  

 

 

 

Figure 5 - Testing accuracies vs. concentration i) using the trial 4, 1 𝜇𝑀 model on trial 4 data and  ii) using the trial 4, 1 𝜇𝑀 model on trial 3 data. Results from 
using VLAD encoded features and fc7 features are shown. 
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IV – Future Work 

 A – Training our own CNN 

Previously, we used neural nets only to extract features, and then used a linear SVM to create the 

model. The next step is to train our own convolutional neural net to classify the images. We are 

currently training a CNN with 3 convolutional layers, each followed by a pooling layer, and 2 fully 

connected layers. The features learned by the CNN are specific to the dataset, in this case cancer 

cells. Using our own CNN allows for more categories in the classifier, with the goal that the CNN 

can distinguish between different the concentrations with which the cells were treated.  

 

 B – Visualizing the Layers and the Features Extracted 

The most effective way of understanding what features the CNN is using to classify is by 

visualizing the filters and the features they select. Doing so will greatly increase our understanding 

of what the model considers as an important and distinctive feature. Visualizing the features also 

allows us to confirm that the CNN is not classifying based on the background or noise, which may 

be distinctive enough when imaging each concentration batch. The best way to visualize the 

learned features is using a Deconvnet. This method maps specific activations from filters back to 

the input pixel space, essentially telling us what part of the input results in high activations at this 

filter.  

 

 

  

Figure 6 - Testing accuracies vs. input image size i) using the trial 4, 1 μM model on trial 4 data and  ii) using the trial 4, 1 μM model on trial 3 data. 
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V – Conclusion 

Using a neural net for feature extraction leads to better performing models. Using convolutional 

features seems to lead to models that are less sensitive to drug concentration as well as input image 

size. These initial findings were obtained from few tests. To more accurately quantify the 

improvement due to using fc7 features or VLAD, more trials must be conducted, particularly with 

new datasets. VLAD encoding on conv4_3 features seems like a promising method for classifying 

cells.  
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